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Introduction
DonorsChoose.org (DC) is a philanthropic market-maker, organizing teacher's project proposals 

in such a way that potential donors can find and fund projects that best suit their philanthropic 
priorities.   DC's challenge is to collect and sort the most pertinent information for potential donors and 
provide effective incentives for attracting enough donations to complete a teacher's proposed project. 
However, the relative value of the information that DC collects and incentives it provides remain an 
open question.  Is the type of resource needed salient to donor decision-making?  How effective are 
matching funds in a project's success?  What can teachers do to maximize their chance of success?  By 
taking a machine learning approach to predicting a project's success a specific, yet generalizable set of 
answers can be found.  The result, as I will show, not only indicates which pieces of information are 
important, but also that, given this information, we can predict within 2-7%, the probability of almost 
every project's likelihood of success.

The practical application of such a prediction algorithm is three-fold.  First, the prediction is 
computed separately for two key mediating variables: whether the project receives a matching grant 
and whether it receives money through a giving page.  Calculating these provides for a known “bump” 
in the probability of success by which potential donors of matching funds or giving page members can 
estimate the effects of providing a matching fund or placing the project on their giving page.  In 
essence, they can predict the impact of their decision on a project's chance of success.  Second, there is 
the potential for immediate feedback for teachers on their chances of success as well as ways to 
maximize their chance of success.  Finally, donors' behavior would change if they could prioritize 
projects according to their likelihood of success.  If a donor finds a very deserving project with a low 
likelihood of success, they might be more likely to donate money to that project.  In economic terms, 
this would correct for systematic undervaluation (and, conversely, overvaluation) in the DC market.

The Machine Learning Approach to Project Success
The ethos of machine learning is to utilize the most relevant available information to generate 

the most efficient, accurate, and reliable model possible.  One of the core functions of machine learning 
is prediction.  Google's search algorithm is a prime example wherein any word, set of words, or phrases 
are used to predict which websites are most relevant to what the user is searching for.  In this case, I 
used the set of variables that DC collects from teachers about their projects, along with some data on 
donation patterns, to predict the probability that a project will be successfully completed.  The central 
strategy in constructing this algorithm was to use a generalized linear regression model to estimate the 
effects of each variable significantly affecting the likelihood of success.  These estimated effects were 
then used to calculate the probability of each project's success based on the project's particular set of 
characteristics.  Finally, I tested the accuracy of this algorithm by comparing groups of predicted values 
against the actual rate of success within that group.

Sampling
The first step was to create six random samples, each consisting of ten percent of the total 

projects available.  The first five were used to construct the model while the sixth was used as a virgin 
data set for a semi-external test of the accuracy of the predictions.  The purpose in using samples was, 
first, to make the model building process more computationally efficient.  Computing and assessing the 
variables to be tested was much less time consuming on a smaller sample and for several smaller 
samples.  Second, it enabled a reliability assessment for the variables across the samples.  The original 
DC data provided information on all of the projects posted on its website since its inception: roughly 
295,000 projects,.  Using a random number generator, I selected ten percent of the sample including 
only projects which were coded as “expired” or “completed.”  On the whole, just over 127,000 unique 



projects were analyzed in the model-building process.

Variables
The variables used in this analysis come from three sources.  First, the primary source of 

variables was the project data itself which contained the characteristics of each project and school such 
as price, type of resource, and school poverty level.  Second, the essay data for each project was used to 
compute several variables including the total length of the essay, its readability (which is the foundation 
of grade-level readings, e.g. “this was written at an 8th grade level”), and variance in the length of 
sentences.  Each of these measures was driven by the hypothesis that the persuasiveness of an essay 
over a donor was, in part, potentially due to the sophistication of the essay and/or its structural (not 
necessarily syntactical) simplicity.  Finally, data from the donations made to projects through DC was 
used to construct a few variables.  The donation data is severely limited by missing geographic data for 
donors, unspecific giving amounts, and a general lack of donor characteristics.   The entire list of 
variables, their sources, how they were computed, and the range of their mean values across samples 
can be found in Appendix I.

Descriptive Assessment
The initial descriptive assessment was a comparison of the samples to determine whether or not 

they were adequately randomized.  I compared the means and standard deviations of each sample to 
ensure that each sample was not different from one another (i.e. they were in fact random).  This 
enabled me to identify several outliers, including a case in which someone posted an unsuccessful 
proposal for $10.2 million and another case in which someone posted a project that would impact 10's 
of thousands of children (the mean is roughly 87 children).  The second approach to descriptive 
assessment was investigating the distribution of success and rates of funding. There, I found a 
peculiarity in the DC donation market.

In examining potential correlations with project completion, I noticed that the donation 
dynamics begin to shift when the full price of a proposal (the asking price plus the DC donation) begins 
to exceed $1000 to $1500.  Figure I exemplifies the pattern found in all five samples.  A phase 
transition seems to occur during this period wherein projects go from earning anything between nothing 
and their asking price to only nothing or their asking price – what I call a Feast or Famine condition. 
Rarely does a project with a high price tag actually receive part of the money it asks for.  For this 
reason, I computed Feast or Famine (FoF) versions of the model specifically for high-price cases to 
determine if there were factors distinct to this dynamic.  I then compared the predictive accuracy of the 
FoF model to the general model, which creates estimates using all of the data, to determine whether it 
was warranted.  As I discuss later, I found that it is most appropriate when both a project's presence on 
a giving page or receiving a matching fund is taken into account.



Model-building
The basic statistical approach for each model was a generalized linear model with the dependent 

variable set as a dummy variable for whether or not a project was completed.  The link function for the 
GLM was a binomial transformation, the standard for estimating dummy variables in GLM.  The first 
step was adding in all of the potentially influential variables together for each of the five samples to 
create raw, “kitchen sink” models.  The variables that were insignificant across the samples were then 
excluded and  the remaining variables included to create a second “robust” model.  The estimated 
coefficients from these robust models were used to predict projects' chances of success.   Appendix II 
and III summarize the resulting coefficients for the general and FoF models, respectively, with the 
estimated coefficients for the robust models for each variable. 

The general model was constructed by analyzing all of the data in each of the five samples.  The 
Fof model was constructed by analyzing only those projects that had a full price over $1200, roughly 
five percent or over 1300 cases for each sample.1  For both general and FoF model construction, some 

1 To note, these decisions about the $1200 dollar FoF limit and statistically significant cutoff points were judgment calls 
informed by descriptive and statistical evidence.  I have maintained them in this final report because of the results obtained. 
Changing these standards may improve predictability as I discuss below, but they are not likely to significantly alter the 
predictions, given the demonstrated effectiveness of the algorithm reported below.



of the variables in the “kitchen sink” models varied across samples in their level of significance.  Thus, 
in order to determine which variables were significant or insignificant across the five samples, I 
averaged each variable's coefficients and standard errors.  If the average coefficient was less than the 
average standard error, I threw the variable out, inferring we could not say that its average effect was 
greater than zero (i.e. that it was statistically significant).  The robust model, by using only these 
significant variables, produces a more robust estimate of the effects of the significant variables by 
eliminating inter-correlation with and noise from insignificant ones.  

There are two crucial mediating factors which can greatly influence the probability of a project 
receiving funding: matching their donations and receiving donations through giving pages.  This is 
evidenced by their influence on their respective models in Appendix II and III.  While there are several 
ways to incorporate these mediating factors statistically, including propensity score models and 
utilizing a series of interaction terms.  I chose to create separate models.  More specifically, I created 
different versions of the general model and FoF model for four theoretical conditions, which I call 
“worlds,” depending on whether a project received matching funds and received donations through a 
giving page. The “null” model did not include the matching funds or giving page variables.  In essence, 
it is the model of a world in which we do not know whether a project will receive matching funds or 
giving page donations.  The next two models include matching funds and giving page variables 
separately.  In each case, we are modeling a world where we know whether or not a project received 
matching funds or giving page donations.  The final model, which I refer to as the “full” version, 
combines the two variables to model a world in which we know both whether or not a project has 
matching funds and is featured on an active giving page.  

To summarize, I created eight models in all, a general and FoF model, for each of the four 
possible worlds.  Given that the estimates are based on a binomial linked GLM, the coefficients are in 
the form of log odds.  Computing an individual prediction for an individual project's chance of success 
is done by adding up all of the log odds, each multiplied by the project's value for the appropriate 
variable, to get the total log odds, denoted by ɸ.  The resulting predicted probability is computed using 
the formula e ɸ /(1+e ɸ).  I provide several examples of how this calculation works in Appendix IV.  I 
will refer to these examples below to demonstrate the potential impacts of implementing these 
predictions in the DC marketplace.

Evaluating The Predictions
Predicted values were calculated for each project in every sample.2  Ultimately, these samples 

were combined into a single super-sample of 127,245 unique projects for this evaluation.  For projects 
under $1200, four predicted probabilities were computed using the general model, one for each 
“world.”  Projects over $1200 were given eight predictions, one for each world for both the general and 
FoF models.  The reason for this was to test the relative accuracy of the general and FoF models to 
determine whether or not the more specific FoF model was in fact a better predictor.  These 127,245 
cases were divided up into probability intervals of five percent for each of their predicted values.  Thus, 
projects with a predicted value of between zero and five percent probability of completion in the 
general model with a “null world” view were in Group 1, projects with a predicted five to ten percent 
likelihood in the same model were in Group 2 and so on.  

For each of these groups, I calculated the actual percent of success by counting up the number 
of completions and dividing it by the total number of projects in the group.  For example, in Group 2, I 
would expect that between five and ten percent of the projects actually succeeded in reaching 

2 These predicted values were also calculated for the sixth, so-called “virgin” sample.  The accuracy of the predictions for 
sample six did not vary significantly from the other five and it was ultimately added into the total sample on which this 
evaluation is based. 



completion.  If 50% of Group 2 actually successfully reached completion (given that I predict 5-10%), 
my model would be completely off.  For projects under $1200, the results reveal that the difference 
between the group's predicted success rate and the actual success rate were off by an average of 3% 
with a 95% confidence interval of 1.6%.  For projects over $1200, the average distance ranged from 
2% to 7% depending on the particular “world.”  Figure's II and III graph the predicted rate of success 
by the observed rate of success for each group in each world view for the general and FoF models 
respectively.  Each graph also contains an ideal line, in red, representing a perfect match between 
predicted and observed success rate.  

The amount of overlap between the lines in Figure II, obscuring the ideal line, demonstrates the 
accuracy of the prediction.  In contrast, the FoF null and general model estimates in Figure III 
demonstrate two forms of inaccuracy.  First, in the FoF null plot, where we do not assume whether or 
not a project has a matching fund or a giving page, the estimates only fall into two groups: those 
between 90 and 95 and those between 95 and 100 percent probability and the actual rate of completion 
was 28 and 40 percent respectively.  Hence, the FoF null model is completely useless.  Second, the 
general model applied to high-price projects does approximate the ideal line; however, the figure shows 
that the model systematically underestimates probabilities below roughly 50% and overestimates 
probabilities over roughly 70%.  Finally, to note, several predicted groups at the highest and lowest 
ends of the spectrum had to be excluded because of a lack of projects falling into those categories. 
Most often, this occurred for high-priced, high-probability projects.  For example, in the null-world 
general model applied to high priced projects, no project was predicted to have above an 85% 
probability of success.  This missing data can be read from the graph as missing circles.



Based on this evidence, the most reliable and accurate models for a given type of case can be 
chosen.  The general model is very accurate in predicting projects under $1200, though tends to slightly 
underestimate probabilities under 20%.  For projects over $1200, the Full FoF model and general null 
model are the best approximates of the ideal for their particular “worlds.”  To determine the impact of a 
giving page or matching fund for high-priced projects however, we could use either the general or FoF 
model with normalized predictions.  The normalized predictions would be created by calculating the 
difference between the estimated and observed probabilities for each group.  For example, the 
difference in probabilities for the 20-25% group in the general model is .095, meaning I predicted a 
mean of 22.6% and the actual probability was 32.1%.  By calculating these differences for each group, 
the differences can be added to the original prediction to calculate a normalized prediction.  Thus, in 
the example above, if the model predicted a 24% for a project, the normalization would compute the 
corrected probability to be 35.5%.  The relative accuracy of these corrections could be assessed on the 
thus far untested portions of the project data.  (Testing the normalization on the already tested data 
would result in a false-positive because it would act as a statistical self-fulfilling prophesy, using actual 
probabilities to predict actual probabilities.)  

Applications and Implications
Knowing the probability of a project's success based on known and, in some cases alterable 



variables, enables several new capabilities within the DC market.  First, it allows philanthropic 
organizations to select projects for matching funds based on the estimated impact of providing 
matching funds to a project.  Second, it allows giving page members the ability to select projects to 
feature on their giving page based on the estimated impact of giving pages.  Third, donors could be 
allowed to sort their searches based on a project's probability of success.  This would allow donors an 
added dimension in selecting the most deserving project for their donation.  A fourth capability, would 
allow teachers to assess their chances of success and change the aspects of their project proposal to 
maximize their chances.  This might enable some forms of gaming the system, which can be controlled 
through the user interface.   I will refer to the example calculations in Appendix IV to demonstrate how 
these would work.

Implementing the prediction algorithm for philanthropic organizations looking to provide 
matching funds would involve using the match models to determine the difference in probability of 
completion.  Say, for example, the Gates Foundation was starting a match initiative to increase 
donations for classroom technologies on DC.  For the hypothetical project in Appendix IV, which is 
basically a male teacher in a poor, urban middle-school in an average state asking for an average priced 
technology resource for a literature and writing class, the predicted likelihood of success with a 
matching fund is 75%.  Without the matching grant, this probability is 65% (calculated by subtracting 
the Match coefficient from the sum and recalculating the probability).  If the project was exactly the 
same with the sole exception that the teacher was a woman, the probability would jump from 60% to 
72%.  These 10% and 12% increases in probability are the estimated impact for the Gates Foundation.3 

Because we know the statistical effects of specific project variables, with some additional 
programming, a search routine could be developed that would retrieve and rank the projects most 
benefited by a matching grant given a philanthropist's specifications. 

The giving page system on DC could be immediately improved by using the Giving Page 
models in two ways.  First, the automated system currently used to populate some giving pages could 
be updated to take into account the increase in the probability of completion that giving page donations 
make.  Thus, in addition to automatically finding projects within a giving page owner's specifications, 
the projects that stand to gain the greatest benefit could be prioritized.  Second, when giving page 
owners are searching on their own for projects to add to their giving pages, they could sort their 
searches by this same estimated jump in probability of success.  In the same comparison above based 
on Appendix IV, the male teacher's probability would jump from 49% to 93%!  The female teacher 
would jump from 45% to 91%!  Yes, that is how game-changing active giving pages are to projects. 
These over 40% jumps are the impact of an active giving page.

The third implementation is a general search feature for individual donors.  In addition to being 
able to search for the school that best suits their tastes, the user could sort them by likelihood of 
success.  In this case, either the null or full model would be most appropriate depending on the 
information available in the DC system.  If the system can track which projects are on active giving 
pages and have matching grants, then a real-time system of probabilities can be calculated using the 
full model as the best estimate.  Otherwise, the static, null model could be used.  Imagine trying to find 
a project in your school district and seeing a project with a great essay and goals only has a 40% 
probability of success and another, seemingly less impressive project has an 80% chance of success.  I 
believe most people would try to help the project they find more deserving with a lesser chance of 

3 To note, the null model should not be considered a baseline prediction.  The fact that it does not take the existence of 
matching grants explicitly into account, for example, does not mean its estimates reflect a world without them.  Rather, the 
model implicitly includes some of the statistical benefits of matching funds in variables that correlate with both receiving a 
matching grant and the likelihood of success.  In fact, the coefficients that decrease in magnitude between the null and 
match models are likely to be those that implicitly contain the effects of matching grants within the null world assumptions. 



success.  It might even inspire users to start giving pages for these undervalued projects.  In essence, by 
being able to find and compare projects by their chance of success, donors have the ability to (and I 
believe will) correct for existing under- and over-valuations in the DC market.  

The final type of implementation for this prediction algorithm is to provide feedback to teachers 
in designing their proposals.  While a number of the crucial variables are out of a teacher's hands such 
as poverty level and metropolitan location, there are some things that teachers can do to improve their 
proposals.  The most obvious piece of feedback might be about price, particularly after breaking the 
$1200 threshold.  Another possible piece of feedback could on the essay.  Given that longer, higher 
reading level essays have a significant, and rather large effect on probability, the teacher could receive 
this feedback if their essay is shorter and more simplified than expected.  The type of resource 
requested could also be a part of the feedback.  Books and travel seem to be the most favored types of 
resources for donors while technology offers a penalty (even when controlling for price).  The feedback 
would inform the teacher whether their type of project helps or hurts their chances of success.  This 
final type of feedback however raises a crucial issue with this implementation namely, gaming the 
system.

These predictions are game-proof to the extent that the categories actually refer to real 
preferences within the DC market.  For example, say a teacher tries to game the system by categorizing 
a new IPad as a book since the teacher knows that books are more likely to succeed.  First, this 
miscategorization should not change a donor's taste.  An IPad is not a book.  Second, it should penalize 
the project by making it invisible to people who do want to donate to technology and annoy donors 
looking to donate for books.  The same can be said for teachers who load their essays with junk terms 
to increase its length or reading level.  It might look better to the algorithm, but it should turn off 
donors who read the essays.  This being said however, teachers could still try to game the system 
unaware of the potentially negative impacts on their chances of success.  The result would be a 
corruption in the DC system in which miscategorized projects, fluffed up essays, and other 
manipulations drive down the quality of the DC search system and project proposals, driving donors 
away, and corroding the DC brand.  The inherent dangers of a wide-spread attempt to game the system 
is why this implementation should begin with group trials.  

Some Empirical Insights
A good regression deserves at least some sociological discussion.  This will be brief, given that 

it is only tendentious to the purpose of this report.  Overall, the magnitudes of the coefficients, while in 
the ballpark of the actual effect size for each variable, should not be read as the best assessment of the 
effects of these variables.  There are a number of other, more appropriate models for teasing out these 
more specifically.  In addition, running the analysis on five samples and averaging the coefficients is 
not the best way to estimate the effect size.  The goal of this project was prediction, not estimation per 
se.   That said, the directionality and, likely, the significance of the effects should be taken as 
statistically demonstrated (the averaged lix readability score in the general model is almost statistically 
insignificant).  

First, the gender gap in probabilities, while surprising to me, may make sense in the context of 
the glass escalator phenomenon, where men in traditionally female-dominated professions are paid 
better, promoted faster, and are generally more successful.  Second, in reading the directionality of the 
effects for the series of dummy variables computed from ordinal or nominal variables (such as resource 
type and grade level), it must be kept in mind that these are comparative to the given base category. 
For example, the fact that all of the grade-level variables in the models are negative simply means that 
high school level projects tend to succeed more often than any other grade-level in these various 
worlds.  This does not however apply to reading the charter school or NLNS variables because they are 



not a complete, independent set where all other schools are public schools and there is no overlap 
between charter and NLNS membership.  Finally, the effects for the special, sports, and social science 
subject areas, as well as for visitor-based projects were not significant.  They were still included 
however to maintain coherence in estimating the series of dummy variables.

Future Improvements and Tests:
Finally, there are several ways in which this algorithm could be improved upon and further 

validated.  The most important would be to recompute the coefficients using the entire set of projects. 
Given the accuracy of the existing models, I believe this would slightly increase the accuracy of the 
predictions and may work best for improving the predictions for high-priced projects.  Akin to this, the 
existing model should be tested on the remaining 160,000 or so cases to further validate its accuracy. 
This would be particularly helpful for high-price cases which, even with 127,000 cases, tended to be 
underrepresented at the edges of the range of predicted probabilities.  The current computation time for 
the six samples of  roughly 160,000 cases indicates that this validation would take another two days of 
computing time.  

In addition, there are several alternative types of models that could be constructed, rather than 
simply binomial generalized linear models.  For example, a propensity score approach could be used to 
estimate the likelihood of receiving matching funds or being placed on an active giving page.  Those 
propensity scores could then be included in the model estimating the likelihood of success.  Another 
model variation would add the giving page and match variables as interaction terms with all of the 
other variables, providing purer estimates of the variables, as well as estimates for differential effects of 
matching funds or giving page on these variables.  For example, it may be that giving pages have a 
larger effect on the chances of success for rural schools.  In addition, such a model could provide a 
purer estimate of the effect of being a rural school by holding the interaction between school and giving 
page constant.  The number of alternative models with potentially beneficial insights are plenty and, in 
the context of empirical estimation, are superior to accurately estimating the effects.  However, given 
that the central purpose here is prediction, the relative success of even this comparatively simple model 
indicates that the more sophisticated models will not likely change the accuracy much.
  The last improvement would be using goodness of fit tests, rather than averaging the effect 
sizes, to determine which set of variables best explains the likelihood of project completion.  This 
would involve incrementally increasing or decreasing the number of variables in the model until an 
optimal goodness of fit value is found.  The variables in the optimal model, would then become those 
used in prediction.  Again, while this is a more statistically sound approach to model selection, it would 
still seem to tweak an already relatively accurate algorithm.    



Appendix I: Variable List

Variable Definition Source Type Computation Method

Funded Project Data Status = “Completed” 70.0%-70.5%

FundRate Project Data Number

price Project Data Number Given in Data $583-$598

stDonateRt Project Data Number 105.6-105.8

stAvgDon Project Data Number 3.481-3.497

stGiftCardMean Donation Data Number 29.2%-29.8%

reach Project Data Number Given in Data 86-89 students

gradeElem Project Data Dummy 29.9%-30.4%

gradeK Project Data Dummy 35%-36%

gradeMid Project Data Dummy 17.1%-17.9%

usage Project Data Given in Data 51.0%-51.3%

givePage Donation Data Given in Data 28.8%-29.3%

lix* Readability Score Essay Data Number 41.9-42.0

Mean Range 
in Samples

Whether the 
project was 
completed

Dummy: 
Completed = 1

Amount of funding 
per month

Total amount of 
funding/total number of 
months

$171-$172 per 
month

Asking Price plus 
DC Donations

Average Donation 
Rate per Project in 
State

Total donations to 
projects in state x / 
number of projects in 
state x

Average Number 
of Donors per 
Project in the 
State

Total number of donors 
to projects in state x / 
number of projects in 
state x

Average Percent 
of Gift Cards per 
Project in a State

Percent of donations to a 
project in state x made 
via gift cards, averaged 
over all donations to 
projects in state x

Number of 
Students Impacted
Project Grade 
Level Ordinal Grade Level 

variable transformed to a 
series of dummies with 
High School as the base 
category 

Project Grade 
Level
Project Grade 
Level
Project is for 
Essential or 
Enrichment

Dummy: 
Essential = 1

Project Received 
a Donation 
through a Giving 
Page

Dummy: Had 
GP Donation =1

Computed using lix 
formula: # Words/# 
Sentences + 100*(# of 
long words)/# Words



Match Project Data 30.0%-30.9%

resbooks Resource: Books Project Data Dummy 23.2%-23.8%
resother Resource: Other Project Data Dummy 9.5%-9.9%

restech Project Data Dummy 28.0%-28.6%

restrips Resource: Trips Project Data Dummy 10.2%-11.1%
resvis Resource: Visitors Project Data Dummy 1.8%-2.5%

rural Project Data Dummy 16.6%-16.9%

suburban Project Data Dummy 23.3%-24.3%

poverty Project Data Ordinal 1.82-1.83

charter School Type Project Data Dummy Given in Data 6.9%-7.3%
magnet School Type Project Data Dummy Given in Data 9.7%-10.3%
nlns School Type Project Data Dummy Given in Data 2.0%-2.1%
YearRound School Type Project Data Dummy Given in Data 7.3%-7.6%
applied Subject Area Project Data Dummy 17.4%-17.8%
arts Subject Area Project Data Dummy 12.6%-12.9%
language Subject Area Project Data Dummy 53.9%-54.3%
socsci Subject Area Project Data Dummy 9.4%-9.6%
special Subject Area Project Data Dummy 10.0%-10.3%
sports Subject Area Project Data Dummy 3.4%-3.5%

male Teacher Gender Project Data Teacher Prefix = “Mr.” 12.4%-13.0%

Totlength Essay Data Number

future Project Data Given in Data 91.2%-91.5%

varlen Essay Data Number

Year Project Data Number Given in Data 2009

Received a 
Matching Fund

Dummy: 
Received a 
Match = 1

Computed a 1 for either 
Almost Home or Double 
Your Impact grant

Nominal resource type 
variable was recoded 
into a series of dummies 
with supplies as the base 
category

Resource: 
Technology

School Metro 
Type

Nominal metrotype 
variable recoded to a 
series of dummies with 
urban as the base 
category

School Metro 
Type

School Poverty 
Level

Ordinal Scale: 0-2 where 
0 = minimal poverty, 2 = 
high poverty, given in 
Data

Nominal subject area 1 
variable recoded as a 
series of dummy 
variables with STEM as 
the base category

Dummy: Male = 
1

Total Number of 
Words in the 
Essay

Computed by counting 
the number of words in 
each essay

327-329 
Words

Used by Future 
Students

Dummy: Used 
by Future 
Students = 1

Variance in the 
Length of 
Sentences in the 
Essay

Computed by the 
standard deviation of the 
number of characters in 
sentences for each essay

58.8-59.9 
characters

Year Project 
Posted

* Eight standard readability scores were initially calculated (including SMOG and Cole scores).  Lix was ultimately used because it 
correlated with the other scores most consistently with an average of .83.



Appendix II: General Model Coefficients

Null Model Match Model Giving Page Model Full Model
Raw Coef.* Robust Coef. Robust Coef. Robust Coef. Robust Coef.

(Intercept) 196.78000 -214.38000 -89.50800 138.00000 193.39966
Match 0.25790 --- 0.51738 --- 0.25679
givePage 2.55140 --- --- 2.58260 2.55161
Year -0.09579 0.10884 0.04657 -0.06649 -0.09409
future 0.05575
log(reach) -0.02025
log(price) -1.38960 -1.23540 -1.24340 -1.38420 -1.38887
stGiftCardMean 2.45080 1.39462 1.57368 2.40160 2.47639
stDonateRt 0.01722 0.01685 0.01646 0.01747 0.01727
stAvgDon 0.38370 0.39962 0.40786 0.38044 0.38521
gradeK -0.45104 -0.36442 -0.28584 -0.48154 -0.43377
gradeElem -0.45568 -0.40296 -0.32292 -0.49578 -0.44820
gradeMid -0.44428 -0.38628 -0.30102 -0.49824 -0.44657
poverty 0.30120 0.30910 0.27636 0.32218 0.30625
resbooks 0.38126 0.40896 0.40468 0.38190 0.38515
restech -0.16488 -0.20648 -0.21372 -0.16082 -0.16529
resvis -0.00928 -0.01359 -0.02438 -0.05045 -0.05359
restrips 0.61256 0.56182 0.55608 0.57852 0.57798
resother -0.07262 -0.12836 -0.11843 -0.07758 -0.07331
usage 0.03243
special -0.11087 -0.13179 -0.10153 -0.10325 -0.08961
arts 0.15232 0.17334 0.18634 0.13608 0.14133
language -0.27156 -0.32658 -0.31556 -0.26850 -0.26663
socsci -0.07692 -0.10185 -0.08685 -0.09117 -0.08285
sports 0.06639 0.01756 0.04820 0.04058 0.05586
applied -0.23622 -0.26444 -0.25566 -0.24090 -0.23806
male 0.18360 0.18430 0.18004 0.18480 0.18384
nlns 0.22358 0.23808 0.24410
YearRound 0.03150
magnet 0.02809
charter 0.16420 0.23230 0.22722 0.16505 0.16633
rural -0.42642 -0.45556 -0.44170 -0.43942 -0.43584
suburban -0.37830 -0.41022 -0.39812 -0.39112 -0.38652
Totlength 0.00125 0.00142 0.00144 0.00120 0.00121
varlen -0.00042 -0.00055 -0.00055
lix 0.00925 0.01045 0.01017 0.00826 0.00812

* These are the raw coefficients for the Full, “kitchen sink” model, given as an example of the raw model output



Appendix III: Feast or Famine Model Coefficients

Null Model Match Model Giving Page Model Full Model
Raw Coef.* Robust Coef. Robust Coef. Robust Coef. Robust Coef.

Intercept 336.98000 -0.55572 -0.40866 -0.50005 371.35664
Year -0.16810 ---- ---- ---- -0.18554
future -0.58878 -0.64718 -0.69850 -0.70922 -0.65570
log(price) -0.59458 -0.54198 -0.60085 -0.56548 -0.58132
stDonateRt 0.02128 0.02228 0.02279 0.02427 0.02299
stAvgDon 0.52926 0.63796 0.59164 0.54074 0.61497
stGiftCardMean 0.79152 ---- ---- ---- ----
gradeK -0.17928 -0.36509 ---- -0.36357 ----
gradeElem -0.16382 -0.35661 ---- -0.32371 ----
gradeMid -0.25218 -0.40833 ---- -0.37862 ----
Totlength 0.00139 0.00143 0.00133 0.00113 0.00122
Match 1.06080 ---- 0.97211 ---- 1.10471
givePage 2.00260 ---- ---- 1.92144 1.97904

reach 0.00009

Never Significant

poverty 0.03128
resbooks 0.21129
restech -0.30261
resvis -0.69664
restrips -0.15284
resother 0.12124
usage -0.02489
special -0.20298
arts 0.17249
language -0.23346
socsci -0.15610
sports -0.07127
applied -0.06692
male 0.09222
nlns -0.00896
YearRound 0.12908
magnet -0.10297
charter 0.17513
rural -0.32673
suburban -0.32528
varlen -0.00126
lix 0.00418

* These are the raw coefficients for the Full, “kitchen sink” model, given as an example of the raw model output



Appendix IV: Example Probability Estimate

Values Null Match Giving Page Full
(Intercept) -214.38 -89.508 138 193.39966
Match 1 0 0.51738 0 0.2567918
givePage 1 0 0 2.5826 2.5516064
Year 2011 218.873218 93.660314 -133.71139 -189.208555
future 1 0 0 0 0
reach 88 0 0 0 0
price 590 -7.88200338 -7.93304436 -8.8313656156 -8.86114037
stGiftCardMean 0.295 0.4114129 0.4642356 0.708472 0.73053428
stDonateRt 105 1.76904 1.7283 1.83456 1.812867
stAvgDon 3.49 1.3946738 1.4234314 1.3277356 1.34437662
gradeK 0 0 0 0 0
gradeElem 0 0 0 0 0
gradeMid 1 -0.38628 -0.30102 -0.49824 -0.4465712
poverty 2 0.6182 0.55272 0.64436 0.6125076
resbooks 0 0 0 0 0
restech 1 -0.20648 -0.21372 -0.16082 -0.1652942
resvis 0 0 0 0 0
restrips 0 0 0 0 0
resother 0 0 0 0 0
usage 0 0 0 0 0
special 0 0 0 0 0
arts 0 0 0 0 0
language 1 -0.32658 -0.31556 -0.2685 -0.2666332
socsci 0 0 0 0 0
sports 0 0 0 0 0
applied 0 0 0 0 0
male 1 0.1843 0.18004 0.1848 0.1838376
nlns 0 0 0 0 0
YearRound 0 0 0 0 0
magnet 0 0 0 0 0
charter 0 0 0 0 0
rural 0 0 0 0 0
suburban 0 0 0 0 0
Totlength 328 0.465432 0.4711392 0.393272 0.3976016
varlen 59 -0.03254794 -0.032155 0 0
lix 42 0.4390092 0.4272408 0.3467184 0.3408636

Null Match Giving Page Full
Sum Total ɸ 0.9414 1.1213 2.5522 2.6825

Probability 0.7194 0.7542 0.9277 0.9360e ɸ /(1+e ɸ)


